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About this document
This document presents a high-productivity approach for the development of highperformance applications based on parallel programming best practices used by expert
developers in the High Performance Computing (HPC) community. This document is workin-progress as of writing in May 2020.
The EPEEC methodological framework splits the parallelization process into three steps:
● Step 1: Preparation of the code for parallelism, to code the application in such a way
that reduces the cost/effort of parallel software development and maintenance
● Step 2: Create a parallel version of your code, to develop a parallel version of existing
sequential code that runs faster
● Step 3: Optimize your parallel code, to fine-tune the parallel code to obtain peak
performance of the target hardware platform
The following use cases are envisioned for the EPEEC methodological framework:
● Ensure that sequential code is compliant with EPEEC guidelines
● Ensure that parallel code is compliant with EPEEC guidelines
● Parallelize sequential code using the EPEEC parallel programming environment, where
sequential code refers to a single-threaded code section within a sequential application or
a parallel application
The organization of this document is as follows:
● First, the EPEEC methodological framework is introduced
● Second, the three steps of the EPEEC methodological framework are described in detail
For each step, a set of rules is presented jointly with objective metrics to measure the
progress during the development process. Each rule is given a unique identifier
● Third, all the rules of EPEEC methodological framework are mapped to EPEEC
programming models
● Fourth, external sources of information about parallel programming best practices that
have been taken into account to create this version of EPEEC guidelines
● Fifth, a glossary of terms related to parallel programming best practices
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EPEEC methodological framework
The original methodological framework proposed in EPEEC is presented below. Its
productivity-oriented approach is compatible with the use of code patterns that enable to
identify opportunities for parallelization in the source code as well as to generate parallel
code automatically.

Figure 1: Original EPEEC’s methodological framework for parallelization

EPEEC’s methodological framework has been reviewed and organized in the three steps
shown in the following figure. Although code patterns do not appear explicitly in the new
schema, note that code patterns are a fundamental concept behind the three steps. In
Step 1 they are used to identify defects and make recommendations according to parallel
programming best practices. In Step 2 they are used to identify opportunities for
parallelization and to generate parallel code automatically. In Step 3 they are used for all
of these purposes in the scope of each new code fragment considered in the parallelization
process.

Figure 2: EPEEC’s methodological framework for parallelization (February 2020)
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Step 1: Prepare the code for parallelism
1.1 Review the compile, build, run, test and benchmark
processes for your code
Automate the development cycle, putting particular attention on ensuring that testing and
benchmark processes ensure that numerical results are not affected by changes
introduced. The rules also indicate external references to documents that describe similar
or related rules.

Rules (A)
● A1: Review the compilation flags — Rationale: Be aware that high optimization
levels in the compiler may change the numerical results of the code. For example, use “O2” and go up to “-O3” or ”-Ofast” only if you are aware of this.
● A2: Create testing and benchmarking scripts — Rationale: Thoroughly testing the
software is very time-consuming, so it is more productive to automate the validation of
correctness and performance after parallelizing.

1.2 Prepare the code for the hardware/software
constraints
Try not to use features not supported by compilers, analyzers, etc. Also try to use features
that are compatible with the parallel programming API of choice.

Rules (B)
● B1: Avoid the use of features not compatible with the hardware — Rationale:
Programming for accelerator devices may imply that the code takes advantage of
hardware-specific features not available across all hardware platforms. For example, usage
of unified memory of NVIDIA GPUs.
● B2: Avoid the use of features not recommended for the programming language
— Rationale: Real applications typically combine several programming languages like C,
C++ and Fortran that have different styles and best practices. As a result, developers need
to adapt their coding style to each programming language. For example, Fortran does not
allow declaration of variables inside loop bodies, which C/C++ allows. Additionally, in
Fortran it is common practice to declare variables in modules that are visible in many
functions. In C/C++ it may imply sharing global variables across different functions, which
is not good practice. When moving from one language to another, developers need to
make sure that they follow the best practices of that specific programming language
instead of merely trying to apply those from other languages.
● B3: Avoid the use of language features not compatible with the parallel
programming model — Rationale: The design of parallel programming models is
influenced by hardware features that need to be exploited efficiently for performance
reasons. For example, application programming interfaces (API) for parallel programming
typically use a pointer and a size to determine the data region to be used during the
parallel execution. The developer needs to map the user-defined data type (eg. double**,
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double[][], class, struct) to this interface (eg. double *). As a result the developer may
need to adapt the code in order to use a parallel programming API.
● B4: Avoid the use of features not compatible with tools — Rationale: Tools like
compilers, source code analyzers, … may lack some support for some programming
language features (eg. object oriented programming, function device pointers, or modules
management) and for parallel programming model’s features.

1.3 Prepare the code for parallelization
Make sure the code is compliant with best practices to enable best parallelization
approaches and to minimize the likelihood of introducing race conditions. The rules also
indicate external references to documents that describe similar or related rules.

Rules (C)
• C1: Restrict all code to very simple control flow constructs [Ref#1 Rule 1] —
Rationale: Do not use goto statements, setjmp or longjmp constructs, or direct or indirect
recursion. Simpler control flow translates into stronger capabilities for analysis and often
results in improved code clarity. Banishing recursion is perhaps the biggest surprise here.
Avoiding recursion results in having an acyclic function call graph, which code analyzers
can exploit to prove limits on stack use and boundedness of executions. Note that this rule
does not require that all functions have a single point of return, although this often also
simplifies control flow. In some cases, though, an early error return is the simpler solution.
• C2: Declare all data objects at the smallest possible level of scope [Ref#1 Rule
6] — Rationale: This rule supports a basic principle of data hiding. Clearly, if an object is
not in scope, other modules cannot reference or corrupt its value. Similarly, if a tester
must diagnose an object’s erroneous value, the fewer the number of statements where
the value could have been assigned, the easier it is to diagnose the problem. The rule also
discourages the reuse of variables for multiple, incompatible purposes, which can
complicate fault diagnosis.
• C3: Make explicit the inputs and outputs of the function in the function
signature — Rationale: Analyzing the flow of data in real codes can be complex and timeconsuming and, for example, programs should be coded in such a way that does not make
it even harder. For example, it is recommended to avoid the use of global variables in the
function because reading and writing global variables in a function makes it more difficult
to track the usage of a variable, and in parallel execution it can also introduce race
conditions that are very difficult to find and fix. Therefore, pass those variables as
parameters to explicitly declare the usage of globals in the functions in order to shorten
debugging effort and increase productivity. Additionally, it is also recommended to
explicitly declare the intent on parameters (input, output or both).
• C4: Provide hints on the parallel properties of your functions — Rationale: An
important feature of a function for parallel programming is that several calls can be safely
executed in parallel, i.e. no race condition can be introduced in the parallel code. It is
highly recommended to annotate function declarations as pure whenever possible, as pure
functions are free of side effects. Additionally, it is important to find non-pure functions
that enable several calls to be safely executed in parallel, for example, when the outputs
are stored at a different memory location for each call. Some programming languages like
Fortran provide support through keywords like “elemental”.
www.epeec-project.eu
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• C5: Properly declare and initialize all the variables in the code — Rationale:
Some programming languages like Fortran allow the use of variables without a previous
declaration of its name and its datatype. This programming practice is not recommended
in general as it can introduce software issues when you change your compiler (eg. use
“implicit none” in Fortran). Additionally, do not assume correct variable initialization by
the compiler. Programming language specifications sometimes allow different compilers to
initialize the variables in different ways. Typically a code begins to fail, even for sequential
execution, when ported to a new machine with a new compiler, many times due to
incorrect initializations.
• C6: Use thread-safe external libraries in the source code — Rationale: Real codes
make extensive usage of external libraries which usually are highly optimized for a given
parallel hardware platform. However, when going from sequential execution to parallel
execution of a loop, it is required that the external library calls are thread-safe, otherwise
your parallel code will have hidden race conditions in code not written by you. This situation
kills productivity as usually requires significant time and effort in debugging your parallel
code.
• C7: Give all loops a fixed upper bound [Ref#1 Rule 2] — Rationale: The absence of
recursion and the presence of loop bounds prevents runaway code—for example, a loop
cannot exceed a preset upper bound on the number of iterations. This rule does not, of
course, apply to iterations that are meant to be nonterminating—for example, in a process
scheduler.
• C8: Do not use dynamic memory allocation after initialization [Ref#1 Rule 3] —
Rationale: Memory allocators, such as malloc, often have unpredictable behavior that can
significantly impact performance. A notable class of coding errors also stems from the
mishandling of memory allocation and free routines: forgetting to free memory or
continuing to use memory after it was freed, attempting to allocate more memory than
physically available, overstepping boundaries on allocated memory, and so on.
• C9: No function should be longer than a single sheet of paper (about 60 lines
of code) [Ref#1 Rule 4] — Rationale: Each function should be a logical unit in the code
that is understandable and verifiable as a unit. It is much harder to understand a logical
unit that spans multiple pages. Excessively long functions are often a sign of poorly
structured code.
• C10: There should be an average of minimally two assertions per function.
[Ref#1 Rule 5] — Rationale: Assertions must be used to check for anomalous conditions
that should never happen in real life executions. Assertions must be side-effect free and
should be defined as Boolean tests. When an assertion fails, an explicit recovery action
must be taken such as returning an error condition to the caller of the function that
executes the failing assertion. Rationale: Using assertions is often recommended as part
of a strong defensive coding strategy. Developers can use assertions to verify pre- and
postconditions of functions, parameter values, return values of functions, and loop
invariants. Because the proposed assertions are side-effect free, they can be selectively
disabled after testing in performance-critical code.
• C11: Validate return values and parameters. [Ref#1 Rule 7] — Rationale: Each
calling function must check the return value of nonvoid functions, and each called function
must check the validity of all parameters provided by the caller. In its strictest form, this
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rule means that even the return value of printf statements and file close statements must
be checked. In more dubious cases, a comment should be offered to explain why a return
value can be considered irrelevant. In most cases, though, a function’s return value should
not be ignored, especially if the function should propagate an error return value up the
function call chain.
• C12: Only use preprocessor for includes and simple macro definitions [Ref#1
Rule 8] — Rationale: The C preprocessor is a powerful obfuscation tool that can destroy
code clarity and befuddle many text-based checkers. The effect of constructs in
unrestricted preprocessor code can be extremely hard to decipher, even with a formal
language definition. The use of conditional compilation directives must be kept to a
minimum. With just 10 conditional compilation directives, there could be up to 210 possible
versions of the code, each of which would have to be tested—causing a huge increase in
the required test effort. The use of conditional compilation cannot always be avoided, but
even in large software development efforts there is rarely justification for more than one
or two such directives, beyond the standard boilerplate that avoids multiple inclusions of
the same header file.
• C13: No more than one level of pointer dereferencing should be used and
function pointers should not be used [Ref#1 Rule 9] — Rationale: Pointers are easily
misused, even by experienced programmers. They can make it hard to follow or analyze
the flow of data in a program. Similarly, function pointers should be used only if there is
a very strong justification for doing so because, for example, if function pointers are used,
it can become impossible for a tool to prove the absence of recursion.
• C14: All code must be compiled with the most pedantic level of warnings
enabled and must be checked with multiple source code analyzers [Ref#1 Rule 10]
— Rationale: There are multiple source code analyzers on the market, including freeware
tools as well. There simply is no excuse for any software development effort not to use
this readily available technology. It should be considered routine practice.

Metrics
Metric

Goal

Number of opportunities

Increment the total number of
opportunities

Number of recommendations

Minimize the total number of
recommendations

Tools
● Use the Parallelware Analyzer tool “pwreport” to obtain the number of opportunities
and number of recommendations in your code
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Step 2: Create a parallel version of your
code
2.1 Find new opportunities for parallelization (Design)
Evaluate whether a new hotspot should be parallelized or focus should move on to tuning
already parallel code (Step 3). In order to select a hotspot both the target hardware
capabilities (eg. multithreaded CPU, GPUs) and the available parallelization frameworks
(OpenMP, OpenACC, CUDA, MPI, etc.) must be taken into account.

Rules (D)
• D1: Identify types of opportunities for parallelization — Rationale: More
specifically, identify opportunities for multithreading, opportunities for offloading,
opportunities for vectorization and opportunities for taskification. Note that in general each
type of opportunity requires checking different features in the source code. For instance,
in a loop nest, the innermost loops are typically opportunities for vectorization while the
outermost loop is typically an opportunity for multithreading.

2.2 Code a parallel version for the opportunity
(Implementation)
Parallelize the code using the selected parallelization framework. For instance, for OpenMP
proper directives must be inserted in the code.

Rules (E)
• E1: Code a parallel version of each type of opportunity for parallelization —
Rationale: In general, the same loop will require a different coding style if it is parallelized
using multithreading, offloading, vectorization or taskification. For example, for
multithreaded execution it is typically recommended to use temporary scalar variables,
while for vector execution it is typically recommended to promote the temporary scalar to
a temporary array.
• E2: Create a mini-application that captures the complexity of your real code to
understand how to parallelize it — Rationale: In general, trying to parallelize real
applications is usually very error-prone and time-consuming. The learning curve and
development effort of parallelization can be significantly reduced by first parallelizing a
simplified version of the application (typically called microkernels and mini-app in this
context — see CORAL and CORAL-2 benchmarks), and later apply the lessons learned to
the real application.
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2.3 Validate the correctness of parallel code
Apply the processes put in place to ensure that the code is data-race free and that the
numerical results are still correct.

Rules (F)
● F1: Floating point inaccuracy — Rationale: Compare numerical results using a
threshold, not the equal operator, due to rounding errors introduced by the parallel
execution.
● F2: Data-race free parallel execution — Rationale: During the parallelization of an
application it is important to detect data races as early as possible in the development
lifecycle in order to reduce the cost of parallel software development. At the validation
stage it is also key to assure that the code is data-race free and thus correct.

Metrics
Metric

Goal

Number of opportunities for
multithreading

Increment the total number of
opportunities

Number of opportunities for offloading

Increment the total number of
opportunities

Number of opportunities for
vectorization

Increment the total number of
opportunities

Number of opportunities for
taskification

Increment the total number of
opportunities

Number of defects (eg. data races)

The total number of defects is zero.

Tools
• Use the Parallelware Analyzer tool “pwreport” to obtain the number of opportunities and
number of recommendations in your code
• Check often during development that Mercurium and native compilers still work. Then,
• Experiment with Parallelware Analyzer, about which optimization and parallelization
opportunities are present on the miniApps
• Experiment with Parallelware Trainer, on how your code can be transformed to target
OpenMP, OpenACC and/or OmpSs
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Step 3: Optimize your parallel code
3.1 Optimize your parallel regions for performance
Rules (G)
● G1: Collapse perfectly nested loops — Rationale: This optimization is key to
maximize performance in GPUs.
● G2: Exploit asynchronous parallel computations — Rationale: This optimization
allows for overlapping of computations and communications.
● G3: Check the various versions of your code — Rationale: Running on SMP and
GPUs and compare performance.

Metrics
Metric
Speedup

Goal
Maximize the speedup.

3.2 Optimize the usage of memory in your parallel
regions
Rules (H)
● H1: Exploit data locality through linear memory accesses. This optimization is
key to maximize performance in vector/SIMD processors and GPUs).
● H2: Target OmpSs with distributed memory (Cluster, GPUs, FPGAs). When
expressing data dependencies, use full regions, not sentinels. Dependences are used to
copy the information to remote memory spaces, so they need to be complete.

3.3 Optimize inter-node parallelization: Overlap
communication by computation
Reason to do so:
● Hide latencies
● Fully exploit hardware
● Higher throughput

Rules (I)
● I1: Communicate as early as possible and check for incoming communication when
necessary.
● I2: Use non-blocking communication, so that the communication partners use the
cycles for compute.
● I3: Use single-sided communication if possible.
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● I4: Synchronize in a fine-grained manner only if compute node runs out of work to
do.

3.4 Optimize inter-node parallelization: Zero Copy
Reason to do so:
● Waste less memory throughput
● Less latency
● Less overhead

Rules (J)
● J1: Try to avoid to copy data in communication buffers.
● J2: Communicate directly.

3.5 Optimize inter-node parallelization: Fine-grained
Synchronization
Reason to do so:
● The bigger the group you synchronize the bigger the expected delay

Rules (K)
● K1: Synchronize along the data, make sure only the partners who need to
synchronize do so to keep the synchronized groups small and reduce latency.
● K2: Use double buffering to reduce synchronization points.
● K3: Synchronize only if there is a need (e.g. waiting for data or needing to reuse
the buffer).

3.6 Optimize inter-node parallelization: Hierarchy
Reason to do so:
● Better hardware utilization

Rules (L)
● L1: Use hierarchies as node->NUMA core->core.
● L2: Use hybrid communication to keep communication in local groups as far as
possible. I.e. to use different communication models if inter-node communication is
necessary or if intra-node communication is necessary (e.g. to use GASPI+OpenMP).
● L3: Reduce group sizes on higher levels of the hierarchy.
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3.7 Optimize inter-node parallelization: Single-sided
communication
Reason to do so:
● Allows a perfect overlap of communication and computation because communication
partner is not contributing to communication, but initiating partner defines all
communication parameters
● Less synchronization
● Less handshake overhead

Rules (M)
● M1: Designated communication areas have to be defined in advance.
● M2: Initiator of communication specifies all parameters (source location, target
location, message size).
● M3: Allow for a specific synchronization to make sure that communication has been
successful.
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How to apply the rules to EPEEC target
environments?
Rule FORTRAN C/C++
A1
A2
B1
B2
B3
B4
C1
C2
C3
C4
C5
C6
C7
C8
C9
C10
C11
C12
C13
C14
D1
D2
E1
E2
F1
F2
G1
G2
G3
H1
H2
I1
I2
I3
I4
J1
J2
K1
K2
K3
L1
L2
L3
M1
M2
M3

✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔

✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔

✔

✔

✔

✔
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OpenMP OpenACC

✔

✔

OmpSs OmpSs OmpS OmpSs
@SMP @GPU @FPGA @Cluster

✔

✔

✔

✔

✔

MPI or
GASPI

✔

✔

✔

✔

✔

✔

✔

✔

✔

✔

✔

✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔

✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔

✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔

✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔

✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔

✔

✔

✔

✔

✔

✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔

✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔
✔

✔

✔
✔
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Glossary
● Opportunity for parallelization: a block of code - typically a loop - that constitutes
a good candidate to be parallelized in order to achieve a performance improvement.
● Opportunity for multithreading: an opportunity suitable to be parallelized using the
multithreading paradigm.
● Opportunity for offloading: an opportunity suitable to be parallelized using the
offloading paradigm.
● Opportunity for vectorization: an opportunity suitable to be parallelized using the
vectorization/SIMD paradigm.
● Opportunity for taskification: an opportunity suitable to be parallelized using the
tasking paradigm.
● Defect: software errors which are normally not reported during compilation and that
lead to bugs at runtime.
● Race condition: a type of defect that occurs when several threads access the same
data at the same time and at least one of them writes to it.
● Mini-application (mini-app): A small program that performs a specific and somewhat
limited function. In most cases, a mini-app is a simplified version of a full application for
demonstration or prototyping purposes. It usually includes specific data inputs that are
relevant for an experiment or use case.
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