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Executive Summary
This deliverable will describe the required developments on the application codes
in view of adopting the GASPI+OmpSs and OmpSs@ArgoDSM models, together
with a porting scenario. For each of these applications, the following questions will
be addressed: (1) Is the application code compute-intensive, data-intensive, or
extreme-data? (2) What are the existing parallel computing capabilities of the
application code at the beginning of the project? (3) What will be the software
development actions in order to deal with the GASPI+OmpSs or
OmpSs@ArgoDSM models? (4) What will be the software development actions
targeting accelerators using one of, or a combination of OpenACC, OpenMP, CUDA,
and OpenCL? (5) What will be the opportunities for heterogeneous memory
support? For each application code, compute-intensive and data-intensive kernels
will be identified in view of their porting to the two models proposed in the figure
below, i.e. GASPI+OmpSs and OmpSs@ArgoDSM.

1. Introduction
Application codes are an essential component of the EPEEC project as they allow
validating and demonstrating the capabilities of the highly productive
programming environment developed in WP3 and WP4. Hence, this deliverable,
which is associated to Task 5.1 of WP5, reports on the results of the analysis of
requirements of the application codes in view of their adaptation to the
GASPI+OmpSs and OmpSs@ArgoDSM models (see Fig. 1). Consequently, Task
5.1 defines the roadmap for the porting of these application codes, which is the
main objective of Task 5.2 in WP5.

Figure 1. Left: distributed-memory programming model (GASPI+OmpSs). Right: sharedmemory programming model (OmpSs@ArgoDSM).

For each application code, compute-intensive and data-intensive kernels have
been identified in view of their porting to the two models proposed in Fig. 1, i.e.
GASPI+OmpSs and OmpSs@ArgoDSM. In addition, a porting scenario has been
defined in compliance with the highly productive iterative coding methodology
depicted in Fig. 14, together with milestones for assessing the benefits of the new
developments. The scenario also refers to the necessary interactions with the
partners that are leading the tasks in WP3 and WP4, and that are developing the
new features supported by the programming models and runtime systems
considered in these workpackages. This will enable obtaining an initial picture of
the behaviour of each application code, and clearly distinguishing between the
kernels that will fit perfectly to the tool provided by APP and those that will need
low-level hand tuning in order to efficiently exploit accelerators.
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2. Overview of the Application Codes
A total of five applications have been selected whose main characteristics are
summarised in Tab. 1 and further detailed below. The table highlights that the
different applications cover a wide range of scientific fields, the entire range of
considered compute/data patterns and programming languages, and the most
common combinations of programming models as a starting point: MPI optionally
complemented with OpenMP and CUDA, while SMURFF already features a GASPI
port. Another key feature that led to their selection was maturity, being all of
them at a TRL level of 7 or above.

Application
name

Partner

Scientific
fields

Compute/
data
patterns1

Programmin
g languages

Parallel
programming

TRL

AVBP

Cerfacs

Fluid dynamics
Combustion

C+D

C
Fortran 95/03

MPI

7

DIOGENeS

Inria

Nanophotonics
Plasmonics

C

Fortran 08

MPI

7

OSIRIS
(ZPIC)

INESC

Plasma physics

C

C

MPI+OpenMP
MPI+CUDA

7

Quantum
ESPRESSO

Cineca

Material
sciences

C

Fortran 90

MPI+OpenMP

8

SMURFF

IMEC

Life sciences

C+D+E

C++

MPI+OpenMP
GASPI

7

Table 1. Characteristics of the application codes.

2.1 AVBP
The AVBP project [https://cerfacs.fr/avbp7x/] started in 1993 upon an initiative
of Michael Rudgyard and Thilo Schönfeld with the aim to build a modern software
tool for Computational Fluid Dynamics (CFD) within Cerfacs, of high flexibility,
efficiency and modularity. Since then, the project grew rapidly and today, under
the leadership of Thierry Poinsot, AVBP represents one of the most advanced CFD
tools worldwide for the numerical simulation of unsteady turbulence for reacting
flows. AVBP is widely used both for basic research and applied research of
industrial interest. AVBP is a parallel CFD code written in Fortran 95/2003 that
solves the three-dimensional compressible Navier-Stokes equations on
unstructured and hybrid grids using canonical elements. Initially conceived for
steady state aerodynamic flows, nowadays the main area of application of AVBP is
the modelling of unsteady reacting flows in gaseous and two-phase flow
combustor configurations (see Fig. 2). The prediction of these unsteady turbulent
flows is based on the Large Eddy Simulation (LES) approach where small scales
are modeled and large scale are resolved. Arrhenius reduced law and analytically
reduced chemistry models allow investigating combustion for complex
configurations.

1

C: Compute-intensive - D: Data-intensive - E: Extreme-data
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AVBP is based on a cell-vertex finite-volume approximation, leveraging a LaxWendroff or a finite-element type low-dissipation Taylor-Galerkin scheme in
combination with a linear-preserving artificial viscosity models. Two-phase flows
are accounted for using the Eulerian or Lagrangian approach. An ALE (Arbitrary
Lagrangian Eulerian) formulation enables the code to account for moving meshes
and has recently allow to use AVBP for turbomachinery applications.
Parallelization employs a SPMD approach using the MPI library. AVBP has been
extensively ported to all current CPU architectures (Intel, AMD, ARM, Power) and
is part of the PRACE benchmark suite.

Figure 2. LES simulations with AVBP of an explosion in a confined domain (left) and rocket
engine demonstrator simulation (right).

2.2 DIOGENeS
DIOGENeS (DIscOntinuous GalErkin Nanoscale Solvers) [http://diogenes.inria.fr]
is a software suite dedicated to computational nanophotonics/nanoplasmonics,
which is developed by Inria. This software suite integrates several variants of the
Discontinuous Galerkin (DG) method, which is particularly well adapted to
accurately and efficiently deals with the multiscale characteristics of nanoscale
light-matter interaction problems. DIOGENeS relies on an object-oriented
architecture implemented in Fortran 2008. There are two main components in this
software suite: on the one hand, a library of data structures and modules,
referred as the core library named DIOGENeS-common, giving access to all the
functionalities needed to devise DG-type methods formulated on unstructured or
hybrid structured/unstructured meshes; on the other hand, a set of dedicated
simulators (i.e. solvers), which are designed on top of the core library, for dealing
with applications relevant to nanophotonics/nanoplasmonics. The DGTD
(Discontinuous Galerkin Time-Domain) solver considered in EPEEC, which is
referred as DIOGENeS-dgtd, is one such simulators that may be used for different
numerical studies such as the assessment of light absorption properties in
nanostructured solar cells in connection with photovoltaic energy production, or
the characterization of strong field confinement/enhancement resulting from light
interaction with plasmonic nanostructures in connection with various applications
such as biosensing or solar cell design (see Fig. 3).
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Figure 3. Simulation of light trapping in a solar cell using the DGTD solver from DIOGENeS.
Left: unstructured mesh of solar cell structures with nanostructured (nanocone grating)
layers. Right: amplitude of the electric field at a given frequency.

2.3 OSIRIS
OSIRIS [http://epp.tecnico.ulisboa.pt/osiris/] is a fully relativistic, massively
parallel particle-in-cell (PIC) code used to simulate highly nonlinear and kinetic
processes that occur in many laboratory and astrophysical scenarios, ranging
from high-intensity particle and laser beam-plasma interactions, to gamma-ray
bursts (see Fig. 4). Under the action of extreme intensities, the collective
behaviour of plasmas, and the nonlinearities in plasmas, play a critical role and
determine the dynamics of a wide variety of complex laboratory and astrophysical
scenarios. Relativistic kinetic theory provides the theoretical framework to
describe these processes, but the full nonlinear dynamics can only be explored
with numerical simulations capable of capturing the kinetic features of plasmas
and intense beam-plasma interactions.
In a PIC code, the full set of Maxwell’s equations is solved on a grid using
currents and charge densities calculated by weighting discrete particles onto the
grid. Each particle is pushed to a new position and momentum via selfconsistently calculated fields. Therefore, to the extent that quantum mechanical
effects may be neglected, a PIC code makes no physics approximations and is
ideally suited for studying complex systems with many degrees of freedom. The
advent of modern high-performance computing systems has allowed PIC codes to
be applied to increasingly larger problems, but full 3D simulations of large
space/time scales are still extremely difficult to attain. As an example, if we look
at the laser wake-field accelerator, theoretical scaling indicates that to reach an
energy of 10 GeV, the accelerating length must be in the order of ∼0.5 m, with a
plasma density of ∼1017 cm−3. Since the laser wavelength, λ0 ∼1 µm, needs to be
resolved, the simulation grid will be very fine, and this scenario therefore
presents an extremely challenging task, since it requires simultaneously
modelling very different time and length scales. This numerical experiment
requires a total number of particles in the order ∼1010 to be followed for ∼106-107
time steps. Considering the number of operations required for pushing a single
particle, a single simulation may require between 1018 and 1020 operations, well
within exascale computing range.
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Figure 4. OSIRIS simulations of a 10 GeV laser wake-field accelerator (left) and of magnetic
field generation in the collision of astrophysical plasma shells (right, magnetic field lines
shown).

2.4 Quantum ESPRESSO
Quantum ESPRESSO [http://www.quantum-espresso.org] is a suite of codes for
electronic structure calculations based on Density Functional Theory (DFT) with
pseudo-potentials in a plane-waves basis (see Fig. 5). The most important
numerical kernels are: 1) Linear algebra (in particular diagonalization and matrixvector multiplications); 2) Fast-Fourier Transform.
A large community, which originates from the SISSA in Trieste, develops the code
and it is nowadays spread in US, and EU, mainly. The code is written in Fortran
90 and it is currently forked with a version based on Cuda Fortran kernels for the
exploitation of GPUs. The parallelization in Quantum ESPRESSO is based on MPI
and OpenMP. Quantum ESPRESSO is a suite, i.e. a collection of codes. The most
important ones are PWscf and CP. The former implements the calculation of the
Kohn-Sham states using a self-consistency cycle and it is the place where the
development of the code is more advanced, together with CP, the latter, which is
the code that can simulate the Car-Parrinello ab-initio dynamics of an atomic
system.

Figure 5. Quantum ESPRESSO package portfolio.

2.5 SMURFF
Recommender Systems (RS) have become very common in recent years and are
useful in various real-life applications. The most popular ones are probably
suggestions for movies on Netflix and books for Amazon. However, they can also
be used in more unlikely area such drug discovery where a key problem is the
identification of candidate molecules that affect proteins associated with diseases.
In RS one has to analyze large and sparse matrices, for example those containing
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the known movie or book ratings. Matrix Factorization (MF) is a technique that
has been successfully used here. As sketched in Fig. 6, the idea of this method is
to approximate the rating matrix R as a product of two low-rank matrices U and
V. Predictions can be made from the approximation U × V which is dense.
Bayesian Matrix Factorization (BMF), using Gibbs Sampling is one of the more
popular approaches for matrix factorization. Thanks to the Bayesian approach,
BMF has been proven to be more robust to data overfitting. Gibbs sampling
makes the problem feasible to compute. Yet, BMF is still computationally intensive
and thus more challenging to implement for large datasets. SMURFF is a highperformance feature-rich framework to compose and construct different Bayesian
matrix factorization methods. Using the SMURFF framework one can easily vary:
i) the type of matrix to be factored (dense or sparse); ii) the prior-distribution
that you assume the model to fit to (multivariate-normal, spike-and- slab, and
others); or iii) the noise model (Gaussian noise, Probit noise or others). The
framework also allows combining different matrices together and thus
incorporating more and different types of information into the model.

Figure 6. SMURFF framework: illustration of low-rank Matrix Factorization.

3. Code Versions for EPEEC Activities
In preparation of the porting activities planned in Task 5.2, a simplified test
program has to be defined for each application code, which exhibits the main
compute-intensive, data-intensive, and extreme-data kernels of the full
application codes. The simplified test programs will either adopt the form of miniapplications extracted from the full application codes, or essentially reproduce the
patterns of the full application codes running on simplified (model) problems as
opposed to large-scale problems.

3.1 AVBP
The code for EPEEC is a reduced version of the code where most physical models
have been removed and represents one third of the full application. The main
computational kernel remains the same but forks due to added physics have been
removed to simplify porting and prototyping. Only 3 boundary conditions are
allowed (simple inlet, outlet and periodicity) out of the 59 of the full application
for example. Advanced co-processing and lagrangian kernels have been removed.
Also, a cmake build system has been implemented. It remains identical to the full
code for non-reacting single-phase simulations.

3.2 DIOGENeS
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DIOGENeS is made of two libraries: DIOGENeS-common that is dealing with the
numerical features that are shared by all the DG-based solvers and DIOGENeSdgtd, which is the particular DG solver considered in EPEEC. In both parts, one
can find unit and functional tests. Tests are performed using ctest (cmake test
utility) that runs sequentially several scripts. A lot of mesh related operations are
tested in the common library on reference cells. Results of these operations are
constant variables in the code so the comparison is straightforward. For the
solver part, small simulation cases are ready-to-run in the test folder. Each test
contains pre-computed results, both coming from already validated simulations or
from analytical formula, that are used to process an error that is depending of the
quantity of interest. Besides these cmake tests, a simplified test program will be
considered for the porting activities in EPEEC. This simplified test program takes
the form of the full code running on a simple model problem: the geometry of the
problem is a cube; the underlying mesh is a uniform tetrahedral mesh that can be
constructed by a dedicated tool integrated in the DIOGENeS software suite; the
boundary condition is a simple perfectly electric conductor condition applied on all
the face of the cube; the problem under consideration is the propagation of
standing wave in vacuum for which an analytical solution is known. As a
consequence, this simple problem can be exploited for validation purpose through
a rigorous comparison with the analytical solution at any spatial point in the cube,
and at any time.

3.3 OSIRIS
For the EPEEC project, a purely sequential, barebones PIC code called ZPIC, will
be considered that implements exactly the same algorithm as OSIRIS and
maintains all the main features of the latter. However, this simpler version will
enable an easier exploration of the different parallel programming paradigms to
be considered within EPEEC. The parallel versions of ZPIC are validated by
simulating two well known kinetic plasma physics scenarios: the collision of
electron-positron plasma shells and the laser Wakefield accelerator. In the former,
we model two plasma clouds moving out of the simulation plane in opposite
directions. The interaction between these clouds is unstable, leading to
filamentation and the transfer of kinetic energy from the plasma particles to the
magnetic field, through the so-called Weibel instability. In the latter, a short high
intensity laser pulse is sent through undisturbed plasma. If the laser pulse is
short, it will resonantly drive a high amplitude plasma wave that will trail the
laser pulse. This wave can then accelerate particles, either externally injected or
trapped from the plasma background, forming a compact high gradient
accelerator, generally referred to as the Laser Wakefield Accelerator. For the unittest validation, the average of the error of the magnetic field over the space of
simulation is computed and ensured to be below a given threshold.

3.4 Quantum ESPRESSO
In Quantum ESPRESSO the simulation time is mainly consumed by FFT and Linear
Algebra. Therefore, the effort in EPEEC will be carried on two mini-applications
extracted from the full Quantum ESPRESSO code: FFTXlib for testing parts of the
code requiring FFT, and LAXlib for testing the routines requiring linear algebra.
The current Quantum ESPRESSO distribution (version 6.3) provides a mechanism
for testing the correctness of the application modules. The procedure is based on
the testcode utility, which for each module runs a small test calculation and
compares the results with pre-computed output files. As well as these outputs,
configuration files are provided which instruct testcode on what properties
reported in the output should be compared (e.g. electron energy) and the
absolute and relative tolerances needed to decide if the test has passed or not.
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Thus, for example, the electron energy reported for a simulation of two oxygens
may need to be reproduced with an absolute error and relative error of 1e-8 Ry
and 1e-6 Ry respectively. The default test suite runs many inputs for all the
modules with the result that even if each single test requires on average less than
a minute, all together the whole procedure may take more than one hour. For the
project we decided to use only a subset of the tests, concentrating on the module
most used in simulations, namely the PW SCF procedure. This restricted set
requires only a few minutes and can be run in parallel with MPI.

3.5 SMURFF
SMURFF is a versatile framework that allows composing many matrix factorization
algorithms. For EPEEC we have extracted two simplified test programs:
1. The BPMF test case implements factorization of a single matrix, without
side information, as shown in Fig. 6. This test case has already been
optimized to run on multiple nodes and will be the research vehicle for
scaling experiments and for asynchronous GASPI collectives.
2. The prediction test case efficiently implements only the prediction using
SMURFF. This test case will be used to test out accelerator support in
EPEEC.

4. Numerics and Main Kernels
The EPEEC project pursues a productivity-oriented approach to the parallelization
of the application codes. Such approach is based on the decomposition of
application codes into components for which well-known parallelization methods
exist and programmers can reuse that. In this section, application codes are
described in general terms and the main compute-intensive and data-intensive
scientific components are identified. Matrix multiplication, sparse matrix-vector
multiplication and Fast Fourier Transform (FFT) are well-known examples of
scientific components that are valid across multiple scientific codes in everything
from CFD to material electronic structure calculations

4.1 AVBP
The data structure of AVBP employs a cell-vertex finite-volume approximation.
The basic numerical methods are based on a Lax-Wendroff or a Finite-Element
type low-dissipation Taylor-Galerkin discretization. Pre- and post-mortem mesh
adaptation is available; dynamic mesh adaptation for tetrahedral meshes is
currently being implemented using the MMG library. The code uses the SPMD
approach with MPI. Data is distributed between the MPI tasks using domain
decomposition. ParMeTiS or PTSCOTCH ensure the load balance. Loops are
colored using the Reverse Cuthill-McKee or the natural reordering algorithm to
minimize cache errors. Efforts have been made to improve the vectorization of
the code using Intel compiler directives when possible. I/O uses the HDF5 library.
Input is sequential and buffered whereas output is fully parallel with a hierarchical
structure (1 task among p is in charge of I/O). The numerical scheme has been
parallelized using OpenMP 3.x directives. A prototype of the code exists that uses
the OpenACC programing model to offload parts of the code for GPU acceleration.

4.2 DIOGENeS
This DIOGENeS-dgtd solver is a quasi-perfect candidate for massively computing
on hybrid MIMD/SIMD systems and in particular on systems leveraging
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accelerators. It relies on a high order discontinuous finite element formulation for
the discretisation in space combined to a fully explicit time-stepping scheme. The
motivation
for
moving
to
exascale
in
the
context
of
nanophotonics/nanoplasmonics is twofold. One the one hand, the underlying
computational mesh may involve a large number of cells because of the
multiscale nature of the considered problem. In addition, high order polynomial
expansion of the electromagnetic field components within each cell of the mesh
translates into a total number of degrees of freedom that may be very large (from
several tens of millions to a few billions). Even if a relatively coarse mesh is
sufficient to attain the required accuracy, the physical simulation time may be
very large because the goal is to model the resonant properties of particular
structures. In any case, reducing time-to-solution is always a major concern,
especially in view of addressing realistic problems modelled by the system of
Maxwell equations coupled to advanced physical models of material response (e.g.
non-linear media). On the other hand, the solver may be called several times
within a goal-oriented outer iteration, further motivating the quest for the highest
overall performance. Design optimization and uncertainty quantification are two
topics of high relevance for nanophotonics/nanoplasmonics that correspond to
this latter setting. Inria is currently conducting studies for integrating in the
DIOGENeS software suite appropriate parallel strategies for addressing these two
topics.
The DGTD solver is based on an explicit time stepping scheme, which (currently)
defines the outer loop of any simulation. Each time iteration could be viewed as
consisting of a global matrix-vector product with a matrix that has a sparse block
structure where each block is dense and of a size depending of the interpolation
order chosen for approximating the electromagnetic field components within each
cell of the mesh. In practice, time iteration is never implemented as a global
matrix-vector product. Indeed, the local nature of the DG approximation
combined to an explicit time stepping allows for a straightforward implementation
of a time iteration based on local (i.e. element-wise) operations only.
The main features of the DGTD solver are the following:
•

•

•

It is formulated on an unstructured tetrahedral mesh. In fact, the solver if
even able to work with an orthogonal hexahedral mesh or a hybrid
hexahedral-tetrahedral mesh, i.e., a hybrid structured-unstructured grid;
The main elementary numerical kernels are dense matrix-vector
products, which are performed for many element-wise operations. The
matrices involved in these operations are of relatively small size, up to a
few hundred rows. In the current implementation of the DIOGENeS core
library, we have hand optimized several matrix-vector product routines
each for a particular value of the number of rows.
A coarse grain parallelization has been considered so far, which is based
on a classical SPMD strategy combining a partitioning of the underlying
mesh with a message-passing programming paradigm implemented with
the MPI standard.

4.3 OSIRIS
The mini-application ZPIC starts by defining the position and velocity of the
particles inside a specified region of space, according to some given distribution.
Each of these particles interacts with all the other particles, forming an N-body
problem. The PIC approach to solve this problem is to divide the space in a grid,
compute the relevant parameters (in this case, current and electric and magnetic
fields) only at the vertices of each cell in the grid, and use these values to update
position and velocities of particles inside the cell, effectively implementing a
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particle-mesh algorithm to model plasma physics problems. The ZPIC algorithm
consists of four stages in round robin per time-step, as illustrated in Fig. 11 to the
left The first stage interpolates the fields values defined in the grid (calculated at
the previous iteration) at the particle position to calculate the force acting on the
particle. The second stage is responsible for integrating the equations of motion
using the Lorentz force equation. This equation is responsible for pushing the
particles in the grid altering their position and velocity using the resultant force of
the fields generated in the previous stage. The third stage determines the
current/charge density on the simulation grid generated by the motion of the
particles in the previous stage. The fourth and final stage uses the charge and
current densities to update the electric and magnetic fields using the Maxwell’s
equations. Solving Maxwell’s equations involves solving finite difference timedomain discretization on a structured grid, where the magnetic field first
advances half a step, followed by the calculation of the electric field for a full
time-step, and the computation of the other half of the time step for the magnetic
field.

4.4 Quantum ESPRESSO
Quantum ESPRESSO is written mostly in Fortran 90 and parallelised using MPI
and OpenMP. The numerical kernels are the following:
• Dense linear algebra (e.g. matrix-vector and matrix-matrix products).
Matrices are Hermitian matrices and their size is typically of the order of
some hundreds (number of Kohn-Sham states). The most important
kernel in PWscf is the matrix diagonalization that is achieved using the
block Davidson algorithm. In generally, only in lowest level (i.e. largest)
eigenvalues is of interest.
• Spectral kernels (e.g. FFT). FFT is as much important as linear algebra.
The grid of FFT is an input parameter (it derives from the cut-off on the
kinetic energy) and the maximum size is typically on the order of 105 grid
points. Quantum ESPRESSO supports many different implementations. The
most commonly adopted is 2Dx1D FFT, but it does also support 1Dx1Dx1D
FFT. The FFT in this domain has some special features that require some
care when running in parallel to distribute the workload in an accurate
manner.
The kernels of linear algebra and FFT are executed through highly optimized
libraries, i.e. ScaLAPACK, Intel MKL, FFTW, etc. In Quantum ESPRESSO, the
drivers for these kernels have been isolated in two distinct libraries: LAXlib for
linear algebra and FFTXlib for FFT. In addition, two miniapps have been built
within those two libraries in order to work as co-design vehicle.
In Quantum ESPRESSO it is implemented both an MPI and an OpenMP
parallelization. The MPI parallelization is consisting of several layers of MPI
communicators (see Fig. 7) that take advantage from the intrinsic symmetries of
the Hamiltonian that permit to compute some quantities as completely
independent (for example k-points or energy bands). In addition, there are
Communicators that fit an adequate distribution for some kernels: the orthogroup
distributes the processes for the linear algebra with a ScaLAPACK-like
distribution; the task-group distributes the processes to better address the FFT
data distribution.
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Figure 7. Quantum ESPRESSO coarse grain parallelization.

4.5 SMURFF
For the BPMF test case, most time is spent in the loops updating U and V, where
each iteration consist of fundamental matrix and vector operations on K × K
matrices (like additions, subtractions and products), and one computationally
more expensive K × K matrix inversion. A typical value for K is between 64 or
128. This pattern is also significant on SMURFF as a whole.
Besides the numerical patterns in BPMF, there are additional kernels when one
does matrix factorization with side information (see Fig.8). Side information are
properties for each row or column of the R matrix. For example, for compound
activity prediction, this could mean the physical shape or chemical properties of
the compounds can be used to improve the quality of the factorization. Fig. 8 is a
graphical representation of a matrix factorization with side information. The link
matrix β to include the side information stored features vectors in the model is
constructed using the Macau algorithm. Here run-time is dominated by matrix
multiplication and LU decomposition of large matrices with up to a million rows,
and several thousand columns.

Figure 8. Matrix factorization with side information.

5. Application Code Workflow
As described in Section 4, the EPEEC projects pursues a productivity-oriented
approach based on the decomposition of application codes into components.
Identifying the scientific components provides opportunities for parallelization
using highly optimized libraries available for the hardware platform. However, in
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order to optimize parallel codes for peak performance, it is necessary to
understand how components are combined in real applications. In this section, we
elaborate on code components that capture the control flow of the application, for
example, convergence loop (typically time-step loop with a fixed number of
iterations and an error criteria), event-based coordination (typically management
of a queue of tasks to be processed).

5.1 AVBP
Fig. 9 shows the workflow of a typical
simulation. The code uses an iterative loop
with a target simulation time. Data intensive
kernels are highlighted in red and compute
intensive in green.
Figure 9. AVBP workflow (red: I/O intensive,
green: compute intensive).

5.2 DIOGENeS
The overall structure and flow pattern of the DGTD solver is depicted in Fig. 10.
The compute-intensive kernels are those involved in the evaluation of the RHS
(Right-Hand Side) of the systems of ordinary differential equations obtained in
each cell after the DG discretization. Each of the routines involved in the
evaluation of the RHS basically consists on loops over mesh cells with inner loops
over the degrees of freedom of the various physical fields. These inner loops
mainly implement local matrix-vector products. However, depending on the use
case, different types of cells have to be distinguished due to material
heterogeneity, numerical treatment of artificial domain boundary (PML), different
types of cell (tetrahedral, hexahedral, curvilinear, etc.), possibly leading to a
computational load-balancing problem, which is currently not dealt with in the
mesh partitioning phase prior to running a parallel simulation

Figure 10. Overall structure and flow pattern of the DIOGENeS-dgtd solver.
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5.3 OSIRIS
There are two main loops in ZPIC, which are in sequence, once per time-step.
One of these loops updates the position and velocity of the particles – this
operation is usually referred as particle push - and the other updates the electric
and magnetic fields. The particle push includes the interpolation of the fields to be
applied to the particles, computation of the new position and velocity of each
particle, and current deposition created by each particle. All these steps are
independent for each particle, and hence are safe to execute in parallel. The only
concern is related to the deposition of the current generated by the particle since
different particles may deposit current in the same grid position, creating data
races over those memory positions. The loop that updates the fields uses the
currents determined during the particle push to compute the electric and
magnetic fields at each vertex of the grid. The ZPIC code also has a report
function where different parameters of the simulation can be reported, such as
the particles positions and the electric field among other simulation properties.
An initial analysis of the ZPIC sequential code by profiling its main functions has
been conducted over a set of typical benchmarking problems. Fig. 11 right
shows the relative weight in terms of CPU time of the main routines. One can
observe that the particle push routine makes up for almost 90% of the total
execution time. This is to be expected as, while the first loop iterates over all
particles present in the simulation, the second loop iterates over the vertices of
the grid, a value orders of magnitude lower than the number of particles.

Figure 11. Workflow of a ZPIC simulation (left) and profiling (right).

5.4 Quantum ESPRESSO
As explained above, Quantum ESPRESSO is a suite of codes. Here we will focus
on the most important component in the suite, PWscf, and, in particular, on one
of the two most relevant kernels, which is the FFT, because of its relevant
features for the plane-waves DFT codes. The workflow of PWscf is represented in
Fig. 12. A PWscf simulation consists in a self-consistency cycle, inner to a
structural optimization cycle. In the self-consistency cycle, the hotspots are the
diagonalization of the Hamiltonian matrix and the calculation of the potential and
charge density. In the latter, the most important kernel is FFT. The wave
functions that represent the electronic states are expressed in a basis of plane
waves vectors (G-vectors). In order to apply the electrostatic potential, which is
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local in the direct basis (R-vectors), it is needed to transform the wave functions
from the G to R space and vice-versa. This is implemented in PWscf in the Vlocpsi
subroutine and it is reproduced in the mini-app in the FFTXlib library (which does
not require any physical input, but only numerical fake parameters). The
diagonalization of the Hamilton matrix is executed by using a block Davidson
algorithm. The choice of this algorithm is dictated by its stability and by not
requiring the whole spectrum, but only the largest eigenvalues and eigenvectors.
The drivers for the linear algebra operations, included the diagonalization, are in
the LAXlib library, which also includes a small mini-application to test the drivers.

Figure 12. Workflow of a PWscf simulation.

5.5 SMURFF
The pseudo code in Fig. 13 represents the general structure of the application,
consisting of an inner loop updating the two factors U and V, and an outer loop
collecting multiple samples of U and V. The inner loop sampling the latent vectors
is the most time-consuming part of the application.

Figure 13. Structure of SMURFF.

6. Programming Languages
The programming languages used by the application codes are the following:
•

AVBP uses Fortran 95/2003 as a main language with some C routines for
the main code. Pre and post-processing tools are written in Fortran and
Python. The code uses the ParMeTiS or PtScotch libraries for domain
decomposition. I/O is handled via the HDF5 parallel library with the
Fortran API. The main language features that are used are: allocatable
arrays, derived types with allocatable arrays, function pointers,
operator overloading and iso c binding.
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•

•

•
•

The DIOGENeS software suite leverages an object-oriented programming
architecture. The adopted programming language is Fortran 2008. Two
main complex structures have been specified for defining and storing the
mesh and numerical entities respectively. In the current release of the
software, the actual mesh is a global variable and an instance of the mesh
structure. Within the latter, allocatable arrays are defined for storing lists
of various entities such as mesh vertices, cells (elements) and faces. The
same approach is used for the definition of numerical entities, i.e., the
discrete physical quantities for the various solvers implemented in the
DIOGENeS software suite. Currently, there are two such solvers: the
DGTD solver for time-domain simulations (this is the solver that is
considered in the EPEEC project), and the HDG solver for frequencydomain simulations. The main language features that are used are:
allocatable arrays, derived types with allocatable arrays, function
pointers, operator overloading and iso c binding.
OSIRIS (i.e. ZPIC) is written entirely in plain C (more specifically C99),
with no usage of any particular external library or any unusual language
features to report. Three large data-structures are used, one for the
particles, one for the electromagnetic field and another for the current. All
are dynamically allocated, but the last two remain stable during the entire
simulation, only the first is adjusted per time-step.
Quantum ESPRESSO is written in Fortran90, with some routines in C.
The matrix and vector operations needed for SMURFF are very well
supported in Eigen, which is a high-performance modern C++11 linear
algebra library. Sampling from the basic distributions is available in the
C++ standard template library (STL) or can be trivially implemented on
top. As a result, the Eigen-based C++ version of the core algorithm in
SMURFF (see Fig. 13) is written in 35 lines of C++ code. This
implementation only supports BMF with a single sparse matrix and has
been the starting point of the SMURFF framework. Although the structure
of the fully featured SMURFF framework is similar to the core algorithm, it
consists of more than 25 000 lines of code. A Python API has been built
on top of this C++ low-level library allowing users of SMURFF to combine
it with other Python packages for machine learning and matrices such as
numpy, scipy or scikit-learn. Several elaborate examples and a tutorial are
available using Jupyter notebooks.

7. Parallelization Aspects
In this section, we describe the existing parallelization capabilities of the
application codes. In the case of OSIRIS, a preliminary assessment of the porting
to the OmpSs+GASPI and OmpSs+ArgoSM models has already been done at the
time of writing of this report, whose outcome is included here.

7.1 AVBP
The code uses MPI for parallelization mainly (single threading). An OpenMP
prototype exists based on version 3.X with loop parallelisms in the numerical
scheme kernel. A second prototype using OpenACC offloads the numerical
scheme computations to a GPU. Most access patterns are contiguous except for
the cell vertex scheme where data is accessed via an indirect indexing. This
indirect indexing is compact enough so that vectorization can be enforced via
pragmas to improve performance (x2). The parallelization uses a SPMD strategy
with a partitioning of the computational domain using ParMeTiS or PtScotch.
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Each domain is then computed separately by a MPI task. The halo for the
numerical scheme is one vertex wide allowing for very compact communications.
Synchronization of subdomain computation occur when performing an update of
the physical quantities at subdomain boundaries. Non-blocking communications
(IRECV and ISEND) are used between communicating tasks only (usually each
subdomain has an average of 20 neighbors). Overlap between communications
and computation is possible but is currently not exploited. Global reductions are
required by the numerical scheme to account for the explicit time step and to
extract physical quantities for simulation monitoring and post-processing. The
pre-processing phase uses some collective operations (ALLTOALLV and GATHERV)
but they are not present in the main iteration loop and are performed once. A
minimal run required 3 synchronization steps between domains per time iteration.
Depending on the physical models these can increase up to 10. For single-phase
and two-phase eulerian approaches, the communication pattern remains the
same throughout the computation. Lagrangian computations have a dynamic
communication pattern as each tracked particle can move to a different domain
independently. Current parallel execution is mostly flat MPI. In the context of the
EPEEC project, an abstract multi-layer parallelism will be introduced allowing for
different execution models at different level building upon our OpenACC and
OpenMP experience. The numerical scheme kernel represents a good candidate
for this work as it represents about half of the code execution time but less than
5% of the lines of code.

7.2 DIOGENeS
The current version of DIOGENeS exploits a coarse grain SPMD parallelization
combining a partitioning of the underlying mesh with a message-passing
programming model using the MPI standard. Some preliminary work on a fine
grain OpenMP parallelization has been done comparing loop parallelism with task
parallelism but it has not been finalized so far and is not part of official software
suite release. The main kernels that should be considered in WP5 effort are those
involved in the computation of the RHS. They represent most of the
computational time of a typical simulation.

7.3 OSIRIS
ZPIC lends itself to a natural hybrid parallelization scheme. Both main loops in the
program have mostly independent computations, thus under a shared memory
paradigm are amenable to data parallelization. For an OpenMP implementation, a
parallel for directive shall be used, with a scheduling policy to be determined. The
major synchronization point is related to the accumulation of the current, which
can be solved either using a local, minor mutual exclusion section or resorting to
a reduce operation. The main loops are compute-intensive, as they access
relatively small objects in memory and, for each object it retrieves, hundreds of
CPU instructions are performed before retrieving the next one. Furthermore, an
appropriate decomposition of the problem space assigns each OpenMP thread
with a limited working set, which usually fits entirely in L2-L3 caches, thus
minimizing the frequency of effective accesses to main memory.
Since the computation is performed on a grid, the most immediate approach for
distributed memory architectures is to use a topological decomposition for the
problem. Each task receives a set of adjacent cells and is responsible for
processing the particles inside those cells. As in the case of shared-memory, the
main synchronization point is the current deposition at the vertices of the cells in
the frontier between tasks. However, additionally we now need to consider
particles that move from cells in one task to cells in another task. Both these two
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points of data interchange between tasks need to be performed once per timestep. The sending and receiving of particles is a simple point-to-point
communication. Under MPI, asynchronous versions of send and receive routines
will be used. The current deposition can be performed similarly by exchanging
messages or by resorting to a collective MPI operation (reduce operation). The
number of messages sent depends on the number of dimensions considered for
the space: a 2D space requires communication with four adjacent tasks; a 3D
space requires communication with six adjacent tasks. A non-trivial problem for
this spatial decomposition is load balancing. If all tasks receive the same number
of cells and the particle distribution among cells is uneven some tasks may have a
higher computational load than others. We may need to use decomposition with a
dynamic frontier between tasks.
When considering the programming models under development within the EPEEC
project (namely the hybrid model combining OmpSs and GASPI, and the model
consisting of OmpSs running on top of ArgoDSM), different approaches need to be
considered. In both models, ZPIC needs to be ported to the programming model
of OmpSs. This requires a taskification of the code. A simple approach is to
consider that each iteration of the two main loops is an independent task, with
the appropriate dependencies, i.e., the push of all particles needs to be complete
before starting the computation of the fields, and vice-versa. There are two
optimizations that we are considering. One is related to the granularity of the
tasks, instead of having one task per particle, by assigning the computation of
several particles to one task we minimize the number of tasks, and hence the
overhead to handle them. However, larger tasks may create load-balancing issues,
and a compromise may need to be derived. The other optimization is to consider
partitions of the particles according to the cells, or groups of cells, they are in, in
order to minimize synchronization among tasks when computing the currents. In
this respect, the approach may be similar to the MPI decomposition.
In the hybrid OmpSs+GASPI model, ZPIC will run as a set of OmpSs processes
that coordinate their actions via GASPI. We see the modifications for using GASPI
to be relatively simple regarding the baseline MPI version of ZPIC. The data
exchange between cells at the task frontiers will be performed using one-sided
communication, minimizing the overhead due to the message sending and
receiving used in MPI. This may be particularly relevant for large-scale
computation. Furthermore, the problem at hand does not require complex global
communication patterns, for which MPI is well-suited, potentially serving as a
best-case scenario for GASPI.
Concerning the OmpSs on top of ArgoDSM model, our first approach will be to run
a simple OmpSs process, and analyse the performance of the automatic
distribution of tasks under this setting. However, we expect that the performance
of the OmpSs process, when deployed on a distributed shared memory
abstraction (provided by ArgoDSM), will exhibit considerable differences relatively
to the simple scenario of an OmpSs process running on a non-distributed
(physical) shared memory. Therefore, we will experimentally study such
differences and explore alternative OmpSs task layouts that are better tailored to
performance characteristics of the underlying ArgoDSM shared memory layer.
Finally, we will consider using available accelerators for optimizing the overall
performance. The data parallelism of the application is well suited for vector
computation. Hence, exploring the usage of SIMD instructions is envisioned and
also the porting to GPUs, through directives in the languages (OpenMP, OmpSs,
OpenACC).
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7.4 Quantum ESPRESSO
In Quantum ESPRESSO the parallelization is based on hierarchical MPI
communicators (see Fig. 7). At a finer grain, there is a OpenMP loop-based (and
to a less extent, task-based) parallelization. The execution model is hybrid within
a funneled model. Most of the communications exploit collective-based primitives
even if, in some cases, such collectives have been replaced by set of point-topoint communications. In the past some trials have been performed both using
non-blocking collectives and remote memory access primitives, but without
noticeable results in terms of performance improvements.

7.5 SMURFF
SMURFF exploits both a multi-core parallelization and a multimode parallelization.
Since the number of users and movies is very large and since all can be
computed in parallel, the for-all-users and for-all-movies loops (see Fig. 13)
become parallel-for loops. Inside a single user/movie the amount of work
depends on the number of non-zero entries in R. If a certain user/movie has
many non-zero entries, we use a parallel algorithm, effectively splitting them up
in smaller tasks that can utilize multiple cores on the system. In the current
implementation, parallelization relies on OpenMP parallel loops, for the
users/movie loops and OpenMP tasks for the parallelization inside users/- movies.
For the multi-node parallelization, the matrices U and V are distributed across the
system where each node computes their part. When an item is computed, the
rating matrix R determines to what nodes this item needs to be sent. The main
optimization concern when distributing U and V is to make sure that the
computational load is distributed as equally as possible, and the amount of data
communication is minimized. The rows and columns in R are reordered to
minimize the number of items that have to be exchanged, if we split and
distribute U and V according to consecutive regions in R. Additionally,
computational load balancing is performed when reordering R. For this, a
workload model based on the number of ratings per user/movie is used. When
the number of ratings is small, the work per rating is higher than for items with
many ratings. We approximate the workload per user/movie with fixed cost, plus
a cost per movie rating. Both an MPI and a GASPI implementation are available.
With MPI, to allow for communication and computation to overlap, the updated
user/movie is sent as soon as it has been computed. For this, non-blocking
(ISEND and IRECV) routines are used. However, the overhead of calling these
routines is too much to individually send each item to the nodes that need it. Too
many messages would be in flight at the same time for the runtime to handle this
efficiently. Hence, items that need to be sent are stored in a temporary buffer
and only send when the buffer is full. Because GASPI is more lightweight, one can
afford to simply send (GASPI write) an item once it has been computed.
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8. Preliminary Porting Scenarios

Figure 14. High-level development methodology proposed to leverage EPEEC’s highly
productive coding possibilities.

The general scenario for porting the applications to the programming models
proposed in EPEEC is sketched in Fig. 14. The first step is to exploit Parallelware
technology to generate pragma-based code. Automatically-generated OpenACC,
OpenMP, and OmpSs pragmas will be an outstanding starting point for those
domain developers not experienced with these programming models, as well as
when coding from scratch or beginning to port code to the proposed programming
model bundle. The high-level semantics of OpenACC/OpenMP accelerator kernel
definition, however, are known to irremediably lead to low performance in those
cases in which the compiler is not able to generate highly optimized code.
Therefore, in a second step, those kernels (if any) which pose performance
bottlenecks identified by profiling tools will be ported to low-level accelerator
programming models such as CUDA or OpenCL. This second step will in fact run
in an iterative way as depicted in Fig. 14 so as to progressively refine the porting
and optimize the performances. Because at project start, the current version of
Parallelware technology is not capable of dealing with C++ and Fortran codes
when using, two porting scenarios are indeed proposed.
As proposed in EPEEC, many features of Parallelware technology that are needed
to support the above scenarios are going to be developed in the course of the
project. The current version of Parallelware technology supports the different
programming languages of the application codes in EPEEC differently:
- Support for codes in C is partial, in the sense that only a subset of language
features is supported. As part of EPEEC, the set of C language features will be
extended, in order to support a wider range of non-trivial C codes.
- No support exists currently for C++ and Fortran. Extending Parallelware
technology to such languages is an expected outcome of EPEEC.
The above difference entails that two different approaches will be followed for
codes in each language group.
Regarding codes in C, ZPIC is the only example in EPEEC. From the point of view
of Parallelware technology, the proposed approach is as follows:
1. Identify the features of the C programming language used in ZPIC that
prevent Parallelware from extracting parallelization opportunities
automatically;
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2. Design a roadmap for the development of the missing features in
Parallelware;
3. Identify easy-to-use code refactorizations that the programmer can
implement in order to overcome the limitations of Parallelware technology.
For the remaining codes, i.e., AVBP, DIOGENeS, Quantum ESPRESSO and
SMURFF, exploiting Parallelware technology shall be postponed until preliminary
support of C++ and Fortran is available. Meanwhile, two complementary activities
will be conducted in parallel. First, patterns of compute-intensive and dataintensive kernels will be studied; these kernels are the main targets for
leveraging accelerator-processing capabilities. Second, the application developers
will conduct a preliminary porting to bare OmpSs, with no accelerator support.
Once this is accomplished, accelerator acceleration will be considered. Once the
support of C++ and Fortran is available in Parallelware technology, the workflow
in Fig. 14 will be considered with these OmpSs-enabled versions of the AVBP,
DIOGENeS, Quantum ESPRESSO and SMURFF codes, allowing a comparison of
the results of automatic and manual insertion of OpenACC and OpenMP pragmas.
At the same time, all codes of EPEEC will also be parallelized manually (i.e.,
without resorting to the methodology in Fig. 14) using the parallel programming
paradigms considered in the EPEEC project. The parallel codes resulting of both
alternatives (manual parallelization and development based on automatic code
generation as in Fig. 14) will then be compared in terms of performance and
development effort.

9. Summary
The five application codes considered in EPEEC cover a wide spectrum of
applications and have core features that will allow a smooth assessment of the
capabilities of the productive programming environment that the project will
develop. Porting to the GASPI+OmpSs and OmpSs@ArgoDSM models will follow
two main scenarios in compliance with the possibilities offered by Parallelware
technology at the start of the project.
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Acronyms and Abbreviations
Each term should be bulleted with a definition.
Below is an initial list that should be adapted to the given deliverable
o
o
o
o
o
o
o
o
o
o
o
o
o
o
o
o
o
o
o
o
o
o

APP - Appentra Solutions
BSC – Barcelona Supercomputing Center
CA – Consortium Agreement
D – Deliverable
DoA – Description of Action (Annex 1 of the Grant Agreement)
EC – European Commission
EPEEC - European joint Effort toward a Highly Productive Programming
Environment for Heterogeneous Exascale Computing
EUG- End User Group
FRAUN - Fraunhofer-Gesellschaft zur Förderung der angewandten Forschung
GA – General Assembly / Grant Agreement
IM - Innovation Manager
M – Month, Milestone
PM – Person month / Project manager
PO – Project Officer
PMQG – Project Management plan and Quality Guidelines
R – Risk
RP – Reporting Period
RV – Review
SIAB- Scientific Industrial Advisory Board
TM- Technical Manager
WP – Work Package
WPL – Work Package Leader
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